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Abstract A UML model of a software system can be
represented by a sequence of model transformations,
starting from an empty model. To effectively support
the design of complex systems, transformations help the
developer to proceed from an initial requirements model
to a platform-specific, executable model. We present
a notion of potentially re-orderable model transforma-
tions that assist the developer in the design process,
and track the semantic dependencies of the different
modeling steps. Based on our experience with our own
software engineering methodology and modeling tool,
we outline a possible implementation that will support
developers in revising their model, and still benefit from
any subsequent effort that has been spent on model
evolution, especially with regard to correctness of the
evolving model.

Keywords model transformation · model evolution

1 Introduction

The paradigm of Model-driven Engineering to develop a
software product can be taken to the extreme: develop-
ers start from scratch, and subsequently add elements
to the empty model. At some stage, this initial model is
then modified algorithmically, that is, transformations
are applied to, or based on, existing elements to change
the model. A transformation may update an element,
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or add or delete elements. Ideally, the resulting model
is on the level of executable code.

It is only human to make mistakes. Even our own
research papers present a full-fledged component-based
model as a final result although it went through many
modifications. Yet those revisions are no longer visi-
ble in the final design. Revising design decisions can be
costly, especially on more high-level details that have
already evolved to more detailed designs or even exe-
cutable code. As requirements become clearer, or are
clarified by the customers, for example, after a first
prototype has been built, a change in the requirements
means that any later step, which has built on this re-
quirement, will need to be re-evaluated, and possibly
modified and re-implemented. In traditional software
development, a lot of effort would be wasted as the pro-
grammers set to their task of updating the implemen-
tation according to the new requirements. How much
easier would it be to be able to semantically capture
the model evolution steps, and simply re-apply those
steps. Most of the model will then hopefully still be
transformed automatically, and only for those transfor-
mations that now fail, or for newly introduced elements
that need further processing (like code generation), the
corresponding developers would be queried on how to
proceed. After this resolution, we have obtained the
new, current model, ideally by reusing a large part of
the previously applied transformations.

Our setting assumes that the model evolved through
various levels. According to the industry association,
the Object Management Group (OMG), we can at least
identify three different modeling levels. The initial mod-
eling level, for example, in the form of a UML diagram,
or a platform-independent model (PIM), the platform-
specific model (PSM) concerning a particular middle-
ware, and the executable code for a particular platform.
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The major advantages that the OMG sees materialize
are 1) separating the business functionality from the
technology-specific code, and 2) being able to deploy on
different platforms (think operating systems) or tech-
nologies (think Java or .NET). The OMG states that
the PIM-to-PSM transformation is already automated
in current tools around 50% to 70%, and that PSM-
to-code transformations are virtually fully automated
already [10].

In practice, a model may evolve through different
sub-stages in the PIM stage alone. In the rCOS method-
ology, a use-case driven approach of modeling com-
ponent-based systems [8], we have identified the Re-
quirements model, the detailed object-oriented Design
model, and the Component model, that fall within this
first OMG stage. A specific model element may contain
different data on different levels. For example, an op-
eration is represented as a relational design with pre/-
postconditions on the Design level, but as a Java block
on the executable level. While we could interpret the
Java representation as the initial model later in time,
we prefer to see these levels in parallel, as editing should
be allowed in parallel on all levels.

Additionally to the different stages that offer differ-
ent functionality like object-oriented design or compo-
nent composition, and that have certain requirements
on the level of detail on the model, we have also stipu-
lated different roles with their associated views on the
model [7]. In this process, only information necessary
for the role/view is visible to the user. A developer on
a high level of abstraction, such as the Requirements
model, may thus make changes to the model that affect
steps already taken in the subsequent stages of model-
ing, e.g. in the Design model.

While we can easily imagine some notification mech-
anisms for developers in later development stages when
the model changes, ideally we would like to automate
the steps taken by each developer into abstract com-
mands. Then, instead of manually following up on model
changes, the commands and their effect can simply be
inspected and provide feedback both upwards and down-
wards. Upwards in the sense of reporting that a com-
mand the previously executed successfully now fails,
and downwards by notifying later commands if they
need to be reapplied.

On the lower level, we replay the commands that
the developers applied. A command may fail for two
reasons: it structurally no longer applies, since an argu-
ment has been deleted, or it semantically no longer ap-
plies since the transformation applies only under certain
conditions that now no longer hold. As the developer
chose to apply a particular transformation, we choose
to treat such situations as failure. Clearly, these require

the developer to actively resolve this conflict, either by
also removing the affected actions, or introducing addi-
tional actions to fix up the model.

Additionally, a modeling level may have certain con-
straints that may become violated. For example, the
code level requires that all model elements are actu-
ally specified as executable designs. So for a newly in-
troduced element on a higher level, more steps on the
lower levels will be required to restore those invariants.

In this paper, we focus on a general framework of
primitive and complex transformations. We show how
to capture the model evolution in a unified sequence of
such transformations. Based on the dependencies of the
transformations, different linearizations of a sequence
may produce identical results. We study the effects of
editing the trace of transformations, and how to choose
a suitable position to insert changes into the trace in a
multi-view setting. The transformation-based approach
can be interleaved with traditional model development.

2 A framework for traceable model
development

As we have seen in the introduction, a declarative ap-
proach of semantically specifying model evolution has
the advantage over destructive model editing that at
a later stage, a decision in the past can be revised,
and transformations can be replayed. This should re-
duce cost, since manual intervention can be limited to
those parts that not only have been modified, but also
only those parts where subsequent transformations no
longer apply. Firstly, we give the primitive actions in
an abstract notation that can be represented in a trace
to faithfully encode the actual sequence of development
steps taken by a developer. Dependencies of transfor-
mations are structural at this stage only.

Secondly, we motivate and introduce higher-level
transformations that combine the primitive actions al-
gorithmically, and model constraints that capture the
intention of the developer/a particular view. We illus-
trate the difference between evolving the model and re-
vising it, and show how both can be integrated in the
trace-based approach.

2.1 Modeling actions

Initially, developers start from an empty model. Al-
though we gear our approach and examples to UML
models, we require only a very general notion of a model:
a model is a typed tree, where nodes represent the
model elements, and directed edges determining the
parent-child (also called “owner”) relationship in the
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model. There is a distinguished root node represent-
ing the empty model. Each element may have a well-
typed (according to the meta-model) set of children im-
plied by the ownership relation, and must have a single
parent (except for the root node). Elements may have
named, typed attributes with their respective values (ei-
ther of a here unspecified primitive type, or a reference
to another element).

A primitive modeling command or action takes an
element as argument, and may add a child, or update
the attributes. Another command is deleting an element
(and all its children) from the model.

This collection is already sufficient to capture all in-
teractive model modifications performed by a user in a
GUI of a UML model editor, albeit without semantic in-
formation: all user actions can be captured in sequence;
any argument to an action is uniquely defined by the
result of another action.

As initially only the empty model is available as
input, the next permitted action can only be an add-
action. More elements can be added, now either to the
root, or the other elements; attributes can be updated.
Together with the delete-action, the first potential for
conflicts is created: if an element that is referenced in an
attribute is deleted, we also need to delete this reference
to keep the model consistent.

In the following we define an abstract notation for
the trace of model development. The single-assignment
variables to indicate object references. Since at run-
time of a transformation sequence, the object identities
are known, we enforce that any model element can be
stored in at most one variable. A variable may come into
scope either through an add statement, that adds an-
other element to the model, or by selecting an element
through an expression (e.g. when working with an in-
ternal, imported project. It stays in the scope until the
end of the trace, or if a delete command is encountered.

– v = add(src,ref), to add a new element to the
model by adding it to the reference ref of object
src. The result is bound in a new variable v (that
must be free) for future use.

– del v, to delete the element referenced by variable
v from the model, and end the scope of the variable.

– update(src,key,val), replace value of attribute
(or reference) key with a value val (or object ref-
erence) of object src.

It is easy to see that the primitive modeling ac-
tivities that the users performs on a GUI can be cap-
tured this way: for each modeling element, its originat-
ing statement and the single-assignment variable can
be uniquely identified. Clearly, we cannot apply any of
those operations to an element we do not have the ref-
erence of. For a graphical representation, we (ab)use a

Fig. 1 Composed actions

UML component diagram where components represent
the actions, and interfaces the model elements. Usage
and realization edges show the arguments/dependen-
cies (see Fig. 1). If an interface is used multiple times
in the diagram, e.g. C1, Op1, this indicates that this
element is updated. From the sequence numbering of
the actions, we can obtain the latest modification of an
element, and chain other commands involving this el-
ement accordingly. Observe that an element node may
serve as input to more than one action: the added class
C2 is used both in action 4 and action 7.

There are some obvious constraints on the graphical
notation, e.g. a deleted element cannot be used after its
removal by construction, since it is no longer available
from the GUI, like C2 after step action 7. Note that we
do not intend to expose the trace directly in any form
to the user, but just maintain it internally, and map
user actions from the GUI to updates on the trace.

2.2 Model transformations

More complex model transformations, that algorithmi-
cally modify the model cannot be directly covered with
those primitives because there are no control structures.
However, the effect of transformations on the model can
be. The proposed model effectively allow us to give a
sequence of instructions in primitive straight-line code.

A transformation may have prerequisites that have
to be checked. We assume these prerequisites to be
captured in first-order logic; e.g. for the UML, they
could be given in the Object Constraint Language OCL
[18]. For a transformation, together with the arguments,
the prerequisites imply a set of model elements as de-
pendencies. These dependencies can again be uniquely
mapped to existing variables in the scope at the time
of invocation of the transformation. After the prerequi-
sites of a transformation have been checked, likewise the
effect of the transformation can be captured through
composition of the above commands.

From the user interface perspective, if the user sub-
sequently edits a model element, again it can be uniquely
determined where in the trace the object originates
(and where it has been updated), whether in a primitive
action, or a transformation. For transformations, at the
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Fig. 2 Example of a concrete transformation

respective position in the trace, we can thus save the
information about which transformation was executed
and its arguments, and the description about the re-
sulting, concrete actions, including their dependencies.

Fig. 2 shows a concrete transformation: First, we
pass the actual parameter(s), here some “Class” on
the left, to a transformation called “Mogrify” in the
example. It can be implemented in any suitable way,
e.g. through an algorithm in Java. The transformation
executes, and also computes its implicit dependencies
(none here, otherwise they would be shown as addi-
tional required “interfaces”, apart from the argument).
Internally, it may execute any sequence of the prim-
itive actions. In the trace, we record the execution of
the transformation (the outer box) as semantic informa-
tion, and correctly register the dependencies, updated,
created and deleted objects (the inner boxes). Updated
and created objects are made available to subsequent
actions (the “provided” nodes on the right), and any
deleted elements would of course be deleted from the
graphical presentation.

Interlude—model transformations in the rCOS modeler
Model transformations and their prerequisites can be
quite complex. Take for example refactoring of a class
diagram: apart from syntactical issues (e.g. which type
of element a transformation can be applied on, on a
class or an operation), the largest part of conditions
will be semantic. For example, type information may
need to be checked, or the inheritance structure needs
to be inspected (see the “Gang of Four” book [4] for
various patterns and an informal description of their
requirements on the class model).

In the rCOS model development process for com-
ponent systems, which uses refinement as one of its
foundations, a refinement step can be described by a
transformation. We have defined several automatic re-
finement operations that only need to be verified once
in general, as they apply to every model where they
are syntactically applicable. For example, we use those
transformation to automatically refine a relational rCOS
model “closer” to an executable one. Others, like refac-
torings on the class model, have prerequisites that have

to be checked. Also, specialised refinement steps are
necessary, especially in cases which use quantification
in method bodies. Such a step may look on the outside
like a syntactic substitution inside a method body.

In this case, the user will have to prove that the
resulting method body (a guarded design in rCOS) is
formally a refinement of the original code. We say that
a transformation generates a proof obligation. Such a
proof can for example be done in a theorem prover like
Isabelle/HOL. In fact, we have already partially auto-
mated the generation of proof obligations for certain
transformation in the rCOS modeler, mostly those re-
lated to refinement. The proof obligation (and its proof
if already done) can be stored as part of the model.

As a consequence, if the model should change, e.g.
by inserting or modifying operations, we may find our-
selves in the situation that the proof obligations may
change, and/or that a previously completed proof no
longer applies. In the case of new or changed proof
obligations, the user will have to provide a new proof.
If the proof obligations did not change, the theorem
prover can rerun the proof stored in the model. Should
the proof succeed, all is well, and the transformation
preserves the refinement semantics of the model. Oth-
erwise the user will have to prove the new obligations,
for example, by modifying the original proof.

If the user cannot complete the proof, she cannot
be sure if the transformation was indeed correct, and
proceeds in good faith, or decides to reverse the trans-
formation. Since even syntactically editing a method
body can be considered a model transformation, it is
easy to see that indeed it may not be possible to prove
the correctness of existing obligations, because they in
fact might no longer be syntactically correct.

Fig. 3 shows the application of the Expert Pattern
on an example from our recent CoCoME case study
[2]. The upper half shows the elements from the UML
model, and the lower half the visualisation of the trans-
formation. The actual parameter is the operation we
apply the pattern on, and the other required interfaces
indicate derived dependencies computed by the trans-
formation. The body of the method “finishSale” in class
“Cashdesk” is given as relational design by sequential
compositions of pre- and postconditions [pre`post]:

Cashdesk::finishSale () {
[ sale 6= null ` sale .complete’ = true];
var double sum = 0;

for (LineItem l : sale . lines )

{ [ ` sum’ = sum + l.subtotal] };
[` sale . total ’ = sum];

end sum

}

By application of the pattern, we can delegate the en-
tire method body into the class referenced by attribute
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Class 
"Cashdesk"

Association 
"sale"

Class 
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Operation 
"finishSale"
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Computed dependencies

update design
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"finishSale"

update design

Cashdesk:: 
finishSale

Sale:: 
finishSale

Fig. 3 Expert Pattern

Fig. 4 CoCoME model with transformation

“sale” (of type “Sale”, see Fig. 4 for a fragment of the
class diagram including the transformation). After the
initial analysis based on the formal parameter for the
operation we want to apply the pattern on, the trans-
formation proceeds in three steps: firstly, a new method
with the same name and an empty body is created in
the target class “Sale”. Next, we set the body to the
new design, derived from the old one, taking into ac-
count the new context (substituting the sale-prefix in
the expression effectively through this. Lastly, the de-
sign of original operation is updated with just a single
method call to the new method.

In summary, we use one add operation, and two
updates. In this case, the following prerequisites have
to fulfilled: the new method must not override a super-
class method, and the substituted method bodies must
have the same behaviour as the initial model. The first
condition is easily checked by traversing the inheritance
hierarchy of class “Sale”. Observe that this means that
any super-class would become an implicit dependency

for the actual transformation. As for the behaviour, this
can be proved in general under the first prerequisite, see
Law 20 in [6], and thus does not require to store the ex-
plicit proof or proof obligation. ♠

2.3 Editing the trace

We identify two reasons why in a model driven, refine-
ment-based development process it is necessary to also
be able, from an internal perspective, to edit the trace
of transformations. One reason are revisions during the
design process, the other the intended support for mul-
tiview editing.

Obviously with the primitive operations, starting
from a model, any other model could in the worst case
be achieved by simply removing all elements first. Those
operations would all be recorded in the trace. Usually,
revising a model is not so drastic: apart from changes
to the attributes, occasionally, elements may be added
or removed from the model. Observe that we have two
ways of achieving deletion: firstly through the delete
operation, which would be appended to the trace. Sec-
ondly, we could “travel back in time” and remove the
statement which produced the element in the first place
from the trace. The effect on the model of the sec-
ond choice can be more profound: while the first case
preserves the element up to the time of its deletion,
so that it can still be used e.g. as a dependency in
other transformations, the second case may cause a
ripple-effect through the subsequent model history. If
any other transformation depended on the deleted ob-
ject, we are faced with a conflict that needs resolution.
Either we need to cascade the deletion, and delete the
now invalid transformation from the trace, and repeat
this process for any dependencies on the output of that
transformation, until the cascade stops. Alternatively,
we must prompt the user for interaction, so that she
fixes the transformation itself, either by choosing a new
dependency, or inserting more transformations to pre-
pare the necessary “arguments”. We invite the reader
to consider the consequences of removing action 4 from
Fig. 1.

In general, it is also possible to “float” transforma-
tions further up or down in the trace: based on a depen-
dency analysis of transformations using simple standard
program analysis techniques (see e.g. [9]), we can eas-
ily derive alternative linearizations, i.e., a reordering of
primitive actions that has the same effect. The same
techniques can then also be used to optimize, or clean
up, the trace, e.g. by eliminating actions with no ef-
fect on the resulting model: if there is a delete action
in the trace, we can remove all previous commands up-
dating the element, up to the point where it (or its
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children) serve as argument to a transformation, which
corresponds to dead code elimination in program anal-
ysis.

As we have pointed out before, any proof obliga-
tions of subsequent dependant operations will need to
be revalidated. Rerunning all subsequent transforma-
tions could be potentially time consuming, but cannot
be avoided. If every transformation indeed completely
specifies all elements as dependencies that are necessary
to compute the effect, even including those only indi-
rectly referenced in the prerequisite, e.g. through dotted
navigation expressions of the form a.b.c, then we can use
this information to optimize this recalculation by lim-
iting ourselves to the transformations where the depen-
dencies were actually modified or at least “touched”:
remember that our obligations are usually semantic, so
even injecting e.g. a class or operations in the inher-
itance hierarchy “above” the actual dependency may
have an effect.

Interlude—multi-view editing The second reason to con-
sider the trace as editable is our need for multiple views
in the rCOS methodology. The actual representation of
a model to the user may change on his role or perspec-
tive. For example, a manager would be able to see and
edit the Requirements Model, but she would not be
able to see the subsequent refinements applied to the
various elements by the programmers. We may safely
assume that after a first fully executable program has
been derived from the initial specification through re-
finement, the customer of the software systems will ask
for changes to the requirements.

These changes may—as discussed before—be modi-
fications, removals or contributions to the model on the
Requirements Model. Apart from the already discussed
deletion of objects, introducing new elements especially
on the conceptual level will invalidate the condition that
the final model should be executable. So designers and
construction programmers have to refine those freshly
introduced elements to re-establish this condition.

Other conditions include establishing that the dy-
namic behaviour of a modeled component conforms to
a state machine or sequence diagram. The verification
is done by translating the specifications into the pro-
cess algebra CSP and using the model checker FDR2
to check the necessary assertions. As the rCOS lan-
guage supports much more features than CSP (espe-
cially object-orientation), various abstractions have usu-
ally to be applied on the model. By integrating those
abstractions within the model transformation frame-
work, they evolve naturally with the model, and allow
direct feedback about the state of the verification con-
dition. ♠

1:Empty model

4:add("op1")

2:add("C1")

3:add("C2")

7: transform 
"some 

pattern"

6:transform 
"another 
pattern"

8: del C2

5:update

Model

Op1

C3

C1 Op1

C2

Op2

C2

C1

Op1

Op1

Fig. 5 Inserting an operation into a trace

Also updates to existing elements in a view pose an
interesting question: after its creation, an element may
be touched by modifications many times. In general, a
particular transformation will be associated with a par-
ticular view, like the class diagram for object-oriented
aspects, or components. So the effect of transforma-
tions may not be actually visible in the actual view.
As a simplification, we assume that views are progres-
sive, or in some sense monotonic, i.e., we assume that
for an element in a particular view, we can determine
after which point in the trace no more changes visi-
ble in the current view occur. In the following we as-
sume that all operations and transformations indeed
also contain information about the view or modeling
level on which they apply. Then, we can hide or filter
those actions from the current trace, and again find the
last modification of the currently visible element, after
which we can insert an update operation into the trace.
Again, since there may be subsequent consumers of an
element (hidden transformation taking the modified el-
ement as input) we have to recompute transformations,
proof obligations, and proofs.

Fig. 5 illustrates the process. Let’s assume that (the
effect of) the actions after step five from Fig. 1 are not
visible to the current role. The user will then still be
able to make modifications based on element C2. She
chooses to add another transformation, which derives a
new element C3 from C2 and Op1, and possibly changes
C2 and Op1. As in her perspective, C2 from action
three and Op1 from step five contain the last (visible)
occurrences of those elements, the new transformation
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has to be inserted there between action five and six.
The following actions are renumbered to indicate the
shift in time, and in our graphical notation we update
the dependencies of former steps six and seven to reflect
the origin of the elements.

Observe that it is not possible to compose the new
action “in parallel” to the existing trace: the new oper-
ation affects the same objects C2 and Op1 as the later
actions, so the analysis of the dependencies tells us that
we have to choose either order.

2.4 Integration with existing models

We set out with a vision where we apply our transfor-
mations to the initially empty model. This is certainly
very idealistic, and it would be advantageous to be able
to exchange models with other tools. Commonly, espe-
cially for UML models, the XMI format is used on disk.

Exporting the current model is no problem, since
it exists in memory after evaluation of the trace. Us-
ing an existing model in the transformation framework
can be achieved with a slight extension: the actions and
transformations rely on arguments. Following our ini-
tial setup, these are provided by the captured actions of
the user, and we need an alternative of obtaining them
from an existing model. By introducing selectors that
formulate a query on the model and return an element,
e.g. again in OCL, we can easily take an existing model
as the base model for the transformations. In the graph-
ical representation, a selector would be represented as a
component with a single provided interface. Naturally,
on moving back and forth between the flat-file represen-
tation and the base model with a trace of modifications,
on each export, the trace is lost. On each import the
changes on the model compared to the previous version
are unknown, and the trace of transformations starts
out empty afresh. This could be solved by developing
an algorithm which compares two models, and produces
the trace of actions that are necessary to get from the
input- to the output model. However, we expect this
trace to be entirely made up of primitive actions, and
thus no semantic analysis and dependency tracking is
possible.

A drawback of the query mechanism is that a query
may obviously fail because it does not apply to the cur-
rent model. This could happen for example if a previ-
ously developed query is applied to a new version of an
externally provided model. In that case, similar conflict
resolutions are necessary as already discussed above,
and the query may need to be edited.

3 Conclusion and Related Work

Specifying models declaratively instead of graphically
is not novel [14]. So specifying model changes declar-
atively as well comes as a natural extension that has
been embodied for example in the declarative subset of
the QVT language [11]. Operational QVT and the At-
las Transformation Language [1] are other prominent
representatives of transformation languages; Kermeta
[17] is a metamodeling framework supporting model
transformations as well. While these languages can be
used to implement our transformations and execute the
model changes, they do not directly address our concern
of keeping a dual representation of the transformations
with their semantic prerequisites on the one side, and
the actual model changes they entail. Computing and
tracking the dependencies for transformations requires
us to step out of a pure transformation setting, and also
be able to reason about the transformations. Also, the
various transformation frameworks seem hard to inte-
grate into a graphical application, and provide more a
batch facility for on-disk, instead of in-memory models.

An alternative approach is storing model elements
in a database-like representation, e.g. as Prolog facts,
and then define transformations declaratively like in
the Model Manipulation Toolkit “MoMaT” [16]. This
would even allow us to include certain semantic proper-
ties that can be encoded in first-order logic. Connecting
a Prolog engine to the graphical modeler and recoding
between the in-memory UML model and the fact base
may prove impractical, though.

Giese and Wagner [5] use triple graph grammars for
model transformations, which has the added benefit of
making them bidirectional, and offers a direct visual
representation. They also present a survey of the state
of the art, which appears to confirm that our interest
in semantic properties of transformations and their in-
tegration in the development process is novel.

We have already implemented various transforma-
tions like the expert pattern and different refinement
patterns in the Eclipse-based rCOS Modeler [8,3]. We
have chosen the Unified Modeling Language UML to
represent rCOS models, as it is the de-facto standard
for model-based development and allows interoperabil-
ity with other modeling tools. As the features in rCOS
component models have a large overlap with features
found in the UML, we define some extensions through
a UML profile.

The underlying UML model is modified through
Eclipse’s EMF command framework [15], which already
provides the data structures that we need for traceable
model transformations: an EMF command can main-
tain information about dependencies and results, and
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commands can be composed in various way. Our modu-
lar framework is built on top of the TOPCASED toolkit
[12], and generates and maintains proof obligations for
some of the transformations.

We plan to develop an abstract notation (domain
specific language) for the commands as shown above,
and their composition that can also handle complex
transformations, and then interpret such a trace. Based
on a model and subsequent transformations, we plan to
track their dependencies and re-run only those transfor-
mations whose dependencies get changed. We already
allow various transformations to be specified through
the rCOS UML profile as part of the model. Actions can
be chained, and may take results of previous actions as
parameters. Ongoing work includes extending the Java
code generator to also produce JML annotations, which
requires having the original relational specification and
the executable refined designs, available.

Diagramming is a separate issue; we will also inves-
tigate how we can maintain the changing layout of ele-
ments over the model evolution process. The proposed
model effectively allow us to give a sequence of instruc-
tions in straight-line code with a restricted semantics
of variable use, where certain segments are associated
with the respective transformation that created them.
Iteration and branching can only occur inside complex
transformations, which are, in our case, currently im-
plemented in Java (although we have some of the trans-
formations specified in declarative QVT as well—alas,
we have not yet found a mature declarative QVT im-
plementation that is able to process our examples).

Both the proof obligations and their proofs, if any,
can be stored as part of the trace, and associating them
with their originating transformation may even be the
solution to the practical modeling changes we face: if
we would store them monolithically with the model,
we would have to spend additional effort on tracking
modifications that affect the obligations. As the current
model is static, the evolving nature of the obligations
can hardly be captured.

The latest version of the free rCOS Modeler, includ-
ing various examples that also use transformations, is
available from http://rcos.iist.unu.edu.
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