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Abstract. We present a mathematical model of class graphs, object
graphs and state graphs which naturally capture the essential oo fea-
tures. A small-step operational semantics of oo programs is defined in
the style of classical structural operational semantics, in which an exe-
cution step of a command is defined as a transition from one state graph
to another obtained by simple operations on graphs. To validate this
semantics, we give it an implementation in Java. This implementation
can also be used for simulation and validation of oo programs, with the
visualization of state graph transitions during the execution. A distinct
feature of this semantics is location or address independent. Properties
of objects and oo programs can be described as properties of graphs in
terms of relations of navigation paths (or attribute strings).

Keywords: OO programs, operational semantics, object graphs, state
graphs.

1 Introduction

A formal semantic model in general makes (or should make) two major contri-
butions. The first is to provide conceptual clarification for better understanding
so as to master the complexity better, and the second is to support the develop-
ment of techniques and tools for reasoning about programs. The work we present
in this paper is primarily motivated by the former, but it is promising in help
to establish a basis for advancing the state of the art of the techniques and tool
support for verification and analysis of oo programs.

1.1 Motivation

The behavior of an oo program is complex and reasoning about it is hard. The
main reason is that its execution states contain related objects with complex
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structures and properties. These structures are determined by the class structure
of the program. Complexity is in general the cause of breakdowns of a system
and oo programs are typically prone to errors of null pointers (or references),
inaccessible objects and aliases [20].

Because of the complexity and the challenge in understanding oo programs,
there are a big number of traditional semantic theories of oo programs (e.g.
[25,1,18,8]), operational or denotational, which use the basic theory of sets, func-
tions and relations in defining the states of a program. As pointed out in [23],
such an approach “often needs to include in the syntax definition of runtime
concepts”, such as locations to indicate a value that may change over time. This
need and the lack of clarity about the structural properties of the states of oo
programs are the main source of the complexity of these traditional theories. The
complexity hinders the way of our thinking about the execution of a program
and makes it difficult to formulate clear assertions about executions. Formulat-
ing clear assertions is the first step for analysis of the correctness of a program
[20]. We should admit that the existing operational semantic definitions of oo
programs are not as elaborate and comprehensive as the classical structural op-
erational semantics (SOS) for traditional procedural programs and the rewriting
systems for functional programming. There are a range of work on defining logics
for oo programs [31,30,32]. But those logics are not as easy to understand as the
Hoare-logic for the analysis and design of traditional procedural programs.

1.2 Contribution

We define an operational semantics for an oo programming language of the rCOS
method of component-based and object-oriented model driven design [26]. This
language is originally defined with a denotational semantics and a refinement
calculus [18,37]. We define objects of a class and execution states of a program
as directed labeled graphs. A node represents an object or a simple datum.
However, in the former case, a node is not labeled by an explicit reference value,
but by the name of its runtime type, which is a name of a class of the program.
An edge is labeled by the name of a field of the source object referring to the
target object.

It is well known that an object or a family of related objects can be represented
as a graph, in which nodes are objects and edges are their attributes [15,19,37].
Intuitively, a state at anytime of the execution of an oo program consists of the
existing objects and their relations at that time, and can thus be represented as
a graph. Each step of the execution is to change the graph, and the changes of
a graph can be defined by operations on graphs, such as swinging an edge and
adding a new subgraph denoting a newly created object.

However, the definitions of the execution states and the operational semantics
are more subtle. First, an invocation to a method of an object does not only
manipulate the fields of “this” object (self instead of “this” is used in this paper),
but also the temporarily declared variables. Moreover, the scope of the execution
changes when another method is called inside this method. To address this issue,
the edges of the temporary variables are arranged on the top of the state graph
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in a stack, according to their scopes, linked by specially $-labeled edges. Hence,
a change of the scope of execution is done by pushing in or popping out a scope
node of the state graph (see Sec. 3). Second, a small step semantics of a method
invocation is not straight forward in general. Furthermore, unlike the existing
semantic definitions such as that of [25], our definition does not use address
variables.

Nevertheless, with the careful combination of the notions of scope stacks and
object graphs (representing the object heaps in classical models) in the concept
of execution state graphs, the model is indeed simple and defined as a classical
SOS transition system, using only the basic notion of graphs and operations on
graphs.

A distinct feature of our model is its location or address independency. In
other words, it does not explicitly refer to object references or nodes in state
graphs. This is important as oo programs only use variables and navigation
paths, but do not refer to addresses or references. Variables and navigation
paths are “evaluated” as nodes in a state graph. Properties of objects and states,
such as conflict-freedom among aliases, accessibility of one object by another
and absence of null references, can be described as predicates [9] or relations of
such paths. Some concrete examples of properties of oo programs are given in
Section 6. This shows that the graphs can be used to interpret a graph-based
logic, such as Logics of Aliasing [6], and the operational semantics as the basis
to develop a graph-based Hoare-logic for static analysis of oo programs.

While we are lifting objects and states to graphs and treating them as instance
values of variables in the manner as we model programs with only pure data, we
also lift the class definitions of a program and the declarations as a whole as type
graphs, called class graphs [37]. This allows us to define a simple type system
of the language. Furthermore, with structural refinement relations defined for
class graphs in our earlier work [37], the operational semantics will support a
rewriting system for proving equivalence upto structural refinement mapping
among programs.

We also show in Section 5 that both the type system and the operational
semantics are easy to implement. The implementation is written in Java directly
according to the semantic rules, and a program produces the visualized graphs
step by step during its execution. Therefore, the language can be directly used
for simulation and validation.

We introduce in the next section the syntax of our oo language. We define in
Section 3 class graphs, object graphs and state graphs, followed by their opera-
tions. The operational semantics is defined in Section 4, and its implementation
in Section 5. We show in Section 6 examples of properties of oo programs that
can be stated and analyzed within this model. Conclusions are drawn in Section 7
with a discussion on related work and future work.

2 An Object-Oriented Language

We assume four disjoint sets: C of class names, D of names of primitive data types
such as Int and Bool , A of names of attributes and variables and M of names
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prog ::= cdecls • Main cdecls ::= cdecl | cdecl ; cdecls
adef ::= visib T a = l visib ::= private | protected | public
mdef ::= m(S x; T y){c} Main ::= (ext ; c)
e ::= le | self | (C)e | l | f(e) le ::= x | e.a
l ::= d | null ext ::= T x = l

cdecl ::= [private] class C [extends D] {adef ;mdef }
c ::= skip | C.new (le) | le := e | var T x [= e] | end x | e.m(e; le) | c; c | c ▹ b ◃ c | b ∗ c
b ::= true | false | e = e | ¬b | b ∧ b | b ∨ b

Fig. 1. Syntax of rCOS

of methods. Let T be the union of C and D. The oo programming language we
consider is the one of rCOS [18] and its syntax is given in Fig. 1. It supports
most of the essential oo features, including inheritance, type casting, dynamic
binding and recursive objects.

In Fig. 1, the terminals T and S are type names in T , a an attribute (or field)
name, m a method name, d a constant datum of a primitive type, f a built-in
operation of a primitive data type, and x and y variables. Any text occurring in
a pair of square brackets is optional, while an overlined text u denotes a sequence
of elements u1 ·u2 · · ·uk. The concatenation of two sequences is denoted by u ·v.
We do not distinguish between an element and a singleton sequence.

The language is similar to Java. A program prog is a sequence of class declara-
tions cdecls followed by a main method Main . Main also declares prog ’s external
variables ext . We could follow Java to declare a class with ext as its attributes
and the method main(), but it would cause some hiccups in our discussion. We
would like to follow the classical manner in defining the semantics and do not
want expressions to have side effects. Therefore, object creation is of the form
C.new (le) rather than le := C.new (). And method invocations are not allowed
to occur in expressions. Instead, a method can have result parameters. Because
rCOS is also used as a specification language, it allows a method to return a
number of outputs. It also allows direct assignments to a navigation path of
the form x.a1. . . . .ak, denoted in general by le, according to the accessibility of
the attributes. For simplicity, the overriding of attributes is not allowed and the
overriding of a method preserves the method signature.

3 Class Graphs, Object Graphs and State Graphs

We define class graphs, object graphs, and state graphs; and discuss their rela-
tions. We also define some graph operations that we need.

3.1 Class Graphs

The class graph is a directed and labeled graph [37]. A node represents a class of
objects or a type of data and it is labeled by its type name in T . All nodes are
labeled by different names (this is different from object graphs that are defined
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Fig. 2. Class and object graphs

later). There are two kinds of edges. An edge of the first kind is an attribute edge
representing that an instance of the source node has a property (attribute) of
the type of the target node, and it is labeled by the attribute name. An edge of
the other kind represents that the source node is a direct subclass of the target
node, and it is labeled by the designated symbol ◃. The class graph of a program
is the one containing all the classes defined in the program.

The class graph of a well-formed program has the following conditions:

1. a node labeled by a primitive data type is a leaf,
2. the labels of the outgoing edges of a node are all different, and this implies

that we do not consider multiple inheritance, and
3. there is no ◃-loop in the graph.

An example of class graph is shown in Fig. 2(1) which contains four classes.
We use C ◃ D to denote that C is a direct subclass of D, and " the subtype

relation, which is the extension of the reflexive and transitive closure of ◃ on T .
Given a class C in a class graph of a program, attr(C) is the set of labels of

the outgoing edges from C and thus the attributes directly defined in C, and
Attr(C) defines the set of attributes of C as well as those of all its superclasses.
These functions can be calculated from the class graph.

To represent more static features of the program, we extend the class graph.
For example, we can annotate an attribute edge a of the source node C with
the initial value init(C, a). Let method(C) be the methods defined in C. Then
the partial functions mtype(C, m) and mbody(C, m) give the type and body of a
method m of class C, respectively.

mtype(C, m) =̂

{
(S; T ) if m(S x; T y){c} ∈ method(C)
mtype(D, m) otherwise, if C ◃ D

mbody(C, m) =̂

{
(x; y; c) if m(S x; T y){c} ∈ method(C)
mbody(D, m) otherwise, if C ◃ D

These functions are used for method look-up when defining the semantics of
method invocation. The main use of the class graph of a program is first for static
type checking of the expressions and commands of the program by traversing
the graph and using the information and the associated functions defined on it.
It is also used for the dynamic checking of the validity of the execution state,
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which is defined as an instance graph of a class graph, called a state graph (see
Section 3.3). For details, we refer to the full version of the paper [24].

3.2 Object Graphs

An object graph describes a family of objects and their relations, with nodes rep-
resenting objects or values and their outgoing edges labeled by their attributes.
The target of an edge is the node representing the object or value that the
attribute refers to.

Let N be an infinite set of node names and L the set of constant values
including the null object and values of primitive types.
Definition 1 (Object Graph). An object graph is a directed and labeled graph
G = ⟨N, E, T, F ⟩, where

– N ⊆ N is the set of nodes, denoted by G.node ,
– E ⊆ N ×A× N is the set of edges, denoted by G.edge ,
– T : N ⇀ C is a partial mapping from nodes to types, denoted by G.type,
– F : N ⇀ L is a partial mapping from nodes to values, denoted by G.value ,

such that

1. a node is either an object node or a value node: dom(T ) ∩ dom(F ) = ∅ and
dom(T ) ∪ dom(F ) = N ,

2. labels of the outgoing edges from a node are different, and
3. all value nodes are leaves, having no outgoing edges.

An example of object graph is shown in Fig. 2(2) with three objects of class Q,
J and I, respectively.

We write n1
a−→ n2 for the edge (n1, a, n2) ∈ G.edge . Given a set ns ⊆ G.node

of nodes (or a single node), in(ns) and out(ns) respectively denote the sets
of incoming edges to and outgoing from them. For a non-empty path p, i.e.
a sequence of consecutive edges, we define source(p) and target(p) to be the
starting node and the destination of p, respectively; first(p) and last(p) the first
and last edges, respectively.

3.3 State Graphs

A state at a moment of time in the execution of an oo program consists of the
existing objects, the attribute links between them, the values of data attributes,
which form an object graph at that time; together with the variables and their
values.

Roughly speaking, each step of the execution of the program in a state is to
change the state by creating a new object, forming a new link, changing a link,
or modifying a data attribute. Obviously, all these changes of the state can be
considered as simple operations on the initial object graph.

However, we are interested in a small step semantics, and we need to define
the semantics of changes of local variables and nested method invocations. We
first define the notion of state graph which introduces stacks into object graphs.
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Definition 2 (State Graph). A state graph is a rooted, directed and labeled
graph G = ⟨N, E, T, F, r⟩, where

– N , T and F are defined as in Definition 1 of object graphs,
– E ⊆ N × (A ∪ {self , $}) × N is the set of edges, denoted by G.edge,
– r ∈ N is the root of the graph and it has no incoming edges, denoted by

G.root ,
– starting from r, the $-edges, if there are any, form a path such that except r

each node on the path has only one incoming edge.

An example of state graph is shown in Fig. 3.
Informally, a $-edge connects a pair of nodes that correspond to adjacent

scopes. We call the $-path of G the stack of the state graph and call the nodes
on this path, the scope nodes. When entering a new scope, a new node together
with an edge from it to the current top node are pushed onto the top of the
stack, and when exiting a scope, the top node is popped out (together with
the outgoing edges from it). The outgoing edges of a scope node, other than the
$-edge, represent the variables defined in the scope.

Take the example shown in Fig. 3. When the execution enters var y; var x; · · · ;
end x; end y, it pushes a new node s onto the top of node n with variable y being
attached to it; then when the execution proceeds to var x; · · · ; end x; end y, a
new scope is entered and thus a new node r is pushed onto the top of node s
with the newly declared variable x being attached to it. Note that it is allowed
to define variables in different scopes with the same name, for example x in both
scopes r and n. In this case, the one defined in the most recent scope, for example
x in scope r, will hide the others. At the end, when the execution proceeds to
end x; end y, r together with x is popped out, then the node s will be popped
out together with y.

A state graph represents a proper execution state of a program only if it
satisfies the conditions 2 and 3 of object graphs and the following two well-
formedness conditions:

1. the sets of scope nodes, object nodes and value nodes are disjoint, and
2. the source of each edge labeled by self is a scope node and its target is an

object node.

In the rest of the paper, we always assume a state graph is well-formed. Besides,
a state graph is called stable if it does not contain $-edges, i.e. the stack is empty.
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A node n is accessible in G, denoted by access(G, n), if it is reachable via a
path starting from the root node, and G is connected if all nodes are accessible.
Given a state graph G, we can always get a connected subgraph by removing all
the inaccessible nodes together with their associated edges. Such a subgraph of
G is unique, called the connected part of G, denoted by G•.

The sequence of edge labels a1.a2 . . . ak uniquely determines the target node
of a path from the root node G.root a1−→ · · · ak−→ nk, and it therefore uniquely
represents an object or a value, depending on the type of the target node. We
call such a sequence of edge labels a trace and ignore the difference between a
path starting from the root and its trace.

In an abstract model, we do not distinguish graphs with only different node
names, and this can be formalized by the notion of graph isomorphism. Two
connected state graphs G and G′ are isomorphic if there is a bijective function
g from G.node to G′.node such that

1. g(G.root) = G′.root ,
2. n1

a−→ n2 in G.edge iff g(n1)
a−→ g(n2) in G′.edge, and

3. G.type(n) = G′.type(g(n)) and G.value(n) = G′.value(g(n)).

Two state graphs are isomorphic if their connected parts are isomorphic. Iso-
morphic state graphs have the same set of traces. For simplicity, we assume the
mapping G.value is injective and thus all leaves represent different values. We
do not distinguish a value node from its value. We assume a value node is in the
state when needed, as otherwise it can always be added.

3.4 Correctly Typed Object Graphs and State Graphs

An object (or state) graph G is correctly typed w.r.t. a class graph Γ (called
Γ -typed) if

1. the type of each object node of G is a type in Γ , and
2. for the label a of each attribute edge of G, there is an a-edge from some

supertype of the source node to some supertype of the target node in Γ ,

For example, the object graph in Fig. 2(2) is correctly typed w.r.t. the class
graph in Fig. 2(1).

A state graph G is a valid state of a program prog if G is correctly typed w.r.t.
the class graph of prog and the outgoing edges of the target of the $-path in G
are labeled by the external variables of prog .

In the rest of the paper, we are only interested in correctly typed object graphs
and valid state graphs, while we do not explicitly mention the program or its
class graph when there is no confusion.

3.5 Graph Operations

We define a few basic operations on state graphs, which we will use in the
semantic definitions. Assume a state graph G = ⟨N, E, T, F, r⟩.
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Swing an edge. The most often operation for changing a state G is done by
an assignment e′.a := e. It causes the swing of the a-edge to point to the object
or value of e. For an edge d = (n1

a−→ n2) and a node n of G,

swing(G, d, n) =̂ G[E[d → n]/E] where E[d → n] =̂ (E \ {d}) ∪ {n1
a−→ n}.

The substitution G[E′/E] means that only the component E is substituted by
E′, without changing anything else. Fig. 4 shows the edge swing. For a path p,
we use swing(G, p, n) for swing(G, last(p), n).

Create an object. Adding an object node is slightly tricky and we need to
consider the type of the node and its attributes. Creation of a new object of class
C and attach it to the trace p in G is defined by

new(G, C, p) =̂ swing(G′, p,n) where n ̸∈ N,

G′ = ⟨N ∪ {n}, E ∪ {n a−→ init(C, a) | a ∈ Attr(C)}, T ∪ {n ,→ C}, F, r⟩.

Stack operations. For a sequence of variables x = x1 · · ·xk and nodes n =
n1 · · ·nk, push(G, x, n) adds a new scope with outgoing edges labeled by x and
pointing to the nodes n, accordingly:

push(G, x, n) =̂ ⟨N ∪ {r′}, E ∪ {r′ x1−→ n1, · · · , r′
xk−→ nk, r′

$−→ r}, T, F, r′⟩
where r′ ̸∈ N.

As shown in Fig. 5, ending a scope pops the root out of the stack by simply
removing it, as well as all its outgoing edges, from the graph, but the next node
on the stack becomes the root.

pop(G) =̂ ⟨N \ {r}, E \ out(r), T, F, rnext⟩ if r
$−→ rnext ∈ E
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4 Operational Semantics

Using the state graphs, we now simply follow the classical routine to define the
evaluation of an expression and then the state transition rules.

4.1 Evaluation of Expressions

In an oo program, an expression is formed from constants and navigation paths.
A navigation path represents a node, either a value node or an object node, which
is the target node of the path from the root of the current execution state. A
composite expression of the form f(e1, . . . , en) only applies to expressions which
are evaluated to data values.

Formally speaking, given a state G, the evaluation of an expression e returns
an object node or value. We use eval(G, e) to denote the value of e in state G,
and rtype(G, e) to denote the type G.type(eval(G, e)) if eval(G, e) is an object
node. Type rtype(G, e) is called the runtime type or current type of e in state G.

For an expression e, the trace of e, trace(G, e), is the trace starting from the
root and ending at the node which represents the result of the evaluation of e
in G. To calculate trace(G, e), we first define a partial function search(G, n, w)
which finds the trace of w, which is either a simple variable x or self , from the
scope node n node-by-node down the stack:

search(G, n, w) =̂

{
w if ∃n′ • n

w−→ n′ ∈ G.edge

$.search(G, n1, w) otherwise, if ∃n1 • n
$−→ n1 ∈ G.edge

The recursion always terminates as there is only finite number of scope nodes,
and there is no $-loop. The function trace(G, e) is defined as

trace(G, w) =̂ search(G, G.root , w)
trace(G, e.a) =̂ trace(G, e).a

trace(G, (C)e) =̂ trace(G, e)

For the example graph G0 in Fig. 3, trace(G0, x) = x and trace(G0, y) = $.y.
From now on, when there is only one state graph, we omit the argument G in
the graph operations that we have defined.

The evaluation and the runtime type of an expression e in G are determined
inductively as follows.

1. If e is a constant value l of type T , then eval (e) = l and rtype(e) = T ,
2. If e is a variable x or self , e can be evaluated in G only when trace(e) exists

in G. Let n = target(trace(e)). If n is an object node, eval(e) = n and
rtype(e) = G.type(n), otherwise eval (e) = G.value(n) and rtype(e) is the
type of eval (e).

3. If e is of the form e′.a, e can be evaluated in G only when trace(e) exists
in G. Let n = target(trace(e)). If n is an object node, eval(e) = n and
rtype(e) = G.type(n), otherwise eval (e) = G.value(n) and rtype(e) is the
type of eval (e).
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(Assign) ⟨le := e,G⟩ → swing(G, trace(le), eval(e))

(New) ⟨C.new (le), G⟩ → new(G, C, trace(le)) (End) ⟨end x,G⟩ → pop(G)

(Dcl-I) ⟨var T x = e, G⟩ → push(G, x, eval(e)) (Dcl) ⟨var T x, G⟩ → add(push(G, x, init(T ))

(Enter)
⟨enter (C, S, T, x, y, e, ve , re) , G⟩ → push(G, self · x · y · y∗, eval(e) · eval(ve) · init(T ) · po(G, re))

(Leave) ⟨leave (y, re) , G⟩ → pop(swing(G, spo(G, y∗, re), eval(y)))

(Invk)
rtype(e) = C mtype(C,m) = (S; T ) mbody(C,m) = (x; y; c)

⟨e.m(ve; re), G⟩ → ⟨enter (C, S, T, x, y, e, ve, re) ; c; leave (y, re) , G⟩

Fig. 6. Operational semantics for commands in rCOS

4. If e is a type cast (C)e′, then eval(e) = eval(e′) and rtype(e) = rtype(e′),
provided rtype(e′)"C.

5. If e is of the form f(e′), eval(e) = f(eval(e′)) and rtype(e) is the type of
eval (e).

4.2 Semantic Rules

We define a small step semantics for our language by giving the transition rela-
tion between configurations. There are two kinds of configurations:

– a non-terminated configuration is a pair ⟨c, G⟩, where c is a command and
G is a state;

– a terminated configuration is a state G, representing the completion of the
execution of a command.

Fig. 6 gives only the semantic rules that are relevant to the object-oriented
features. The rules of sequential composition, conditional choice and iteration
are defined in [24] in the standard way in which an operational semantics for an
imperative language is defined.

The semantics of assignment, object creation, local scope declaration and
un-declaration are defined by simple graph operations. The assignment le := e
swings the trace of le to the value of e, and C.new (le) creates a new initial
instance of class C and swings the trace of le to the new instance. A local
variable declaration var T x [= e] adds the variable x to a new scope by pushing
it onto the stack of the state; while end x pops the root out of the state. We
use init(T ) to denote the initial value (or “zero” value) of type T . For example,
init(Int) = 0, init(Bool ) = false and init(C) = null for any class type C. An
uninitialized variable will be set to the initial value of its declared type.

The semantics of method invocations deserves some more explanation because
of the dynamic binding and early binding of return parameters. Intuitively, the
method invocation e.m(ve, re) first records the value of the actual value param-
eter ve in the formal value parameter of m, and then executes the body c of
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m. At the end it returns the value of the formal return parameter to the actual
return parameter re. However, the precise definition is more complex because of
the following issues.

Method look-up. First, dynamic binding of the method to the runtime type of
e requires the look-up for the signature mtype(C, m) = (S; T ) and the definition
mbody(C, m) = (x; y; c) of m. This is handled in Rule (Invk).

Enter to set execution environment. Then, the parent object of actual
result parameter re in the initial state should be recorded before it is possibly
changed by the body command of the method. This is the “early result parameter
binding” semantics. In addition to have self for recording e, the formal value
parameter x for holding the actual value parameter ve and the formal return
parameter y being the initial value of T , we need an auxiliary variable y∗, which
corresponds to the formal return parameter y and does not occur in the program,
to record the parent object of re in the initial state. Therefore, we introduce an
implementation command enter (C, S, T, x, y, e, ve, re) whose semantics is defined
by Rule (Enter), which sets a new scope with variables self , x, y and y∗ which
are respectively initialized properly according to the above discussion. Function
po(G, re) returns the parent object of re in G which is going to be recorded
by y∗.

po(G, re) =̂

{
eval (G, e) if re = e.a

⊥ otherwise

Return result. When the execution is leaving the body of m, if re is of the
form e.a, the attribute a of the old parent object of re must be swung to
the value of the formal result parameter y. For this, we recover the trace by
the function

spo(G, y∗, re) =̂

{
y∗.a if re = e.a

$.trace(pop(G), x) if re = x

The return of the method invocation is carried out by the implementation com-
mand leave (y, re) whose semantics is in Rule (Leave) defined by the swing and
pop operations.

Note that the use of these implementation commands instead of the direct use
of commands var S x = ve; var T y and re := y; end y; end x is to avoid possible
name conflicts between actual parameters ve, re and formal parameters x, y used
as local variables in the method body. Instead of implementation commands,
literal values of the form Val v are used in [25], which actually model addresses
of variables.

For the type safety of the semantics, we expect to prove that a type-correct
command can be well executed, but there are the following cases of exceptions.

– Exception 1 (null reference): the evaluation of an expression e.a or the
execution of a command e.m(ve, re) fails, if e is evaluated to null .

– Exception 2 (illegal downcast): the evaluation of an expression (C)e
fails, if the runtime type of e is not a subtype of C.
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These two cases of exceptions cannot be checked and avoided statically. However,
if none of them happens, the execution of a type-correct command will not get
blocked, i.e. it never enters a configuration which is non-terminated but unable
to run according to any semantic rule.

Theorem 1 (Type safety of commands). For a non-terminated configura-
tion ⟨c, G⟩, if c is type-correct, then

– either there exists a state G′ such that ⟨c, G⟩ → G′,
– or there exists a configuration ⟨c′, G′⟩ such that c′ is type-correct and ⟨c, G⟩

→ ⟨c′, G′⟩,

unless one of the exception cases happens.

The strict definition of type-correctness and the proof of this theorem are given
in our technical report [24].

Execution of programs. The semantics of a program is to execute the main
command under the initial state graph, whose root records the external variables
referring to their initial values. For example, the initial configuration of the
program cdecls • (T1 x1 = l1, · · · , Tk xk = lk; c) is ⟨c, Ginit⟩, where

Ginit = ⟨{r, n1, · · · , nk}, {r
xi−→ ni | 1 ≤ i ≤ k}, ∅, {ni ,→ li | 1 ≤ i ≤ k}, r⟩.

As a direct deduction of Theorem 1, the execution of a well-typed program will
not get blocked. And if it terminates, the final state is also a stable one.

Theorem 2 (Type safety of programs). For a well-typed program prog =
Γ • (T1 x1 = l1, · · · , Tk xk = lk; c),

– either there exists a stable state Gend such that ⟨c, Ginit⟩ → Gend,
– or there exists a configuration ⟨c′, G′⟩ such that c′ is type-correct and ⟨c, Ginit⟩

→ ⟨c′, G′⟩,

unless one of the exception cases happens.

5 Implementation

We use Java as the implementation language, and antlr as the parser generator,
because of its Java origin and powerful grammar specification language. The
implementation consists of

1. a parser (pa), which translates programs into class graphs and commands;
2. a type checker (tc), which checks class graphs and commands following the

well-typedness rules and definitions;
3. a transformer (tr), which transforms state graphs by applying the main

command to an initial graph, in small steps, following the semantic rules;
4. an observer (ob), which intercepts, layouts and exports intermediate graphs

to descriptions in the pgf/tikz language to be incorporated into TEX
documents.
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Γ, (ext , c) := pa program tc (Γ, ext) as ∆init, c,Γ ⟨c,G⟩ := ⟨c, ext as Ginit⟩

Gend := G ⟨c,G⟩ := tr Γ, ⟨c,G⟩ ob G
c = null

Fig. 7. Flowchart of program processing

Fig. 7 shows the overall flow of how a program is processed, where ∆, Γ and G
stand for type context, class and state graphs, respectively. The Kamada-Kawai
algorithm [22] is used in our implementation to auto-layout state graphs, and
the results appear to be reasonably pleasing.

Graph representation. Class graphs and state graphs forbid a node having
outgoing edges with duplicated labels. This enables us to store the nodes N ⊆ N
and the edges E ⊆ N × A × N of a graph G in a mapping S : N → A → N .
With such a representation, it is efficient to retrieve the target from a source
and a label, and all the outgoing edges from a source. Leaf nodes are also stored
as sources mapped to nothing in the mapping for membership tests. We have
N = domS, label(out(n)) = domS(n) and target(n, a) = S(n)(a), where n is a
node and a is a label.

Nodes are implemented as a Java interface Node, and they are identified by
instance identities of the objects, such as type names and constant values, im-
plementing the interface. These objects can thus be treated as nodes directly.

The Java API uses two kinds of equality: reference equality (==) and content
equality (equals). According to their natures, nodes are identified by references,
while names, values and labels are identified by contents. Since each name or
value instance stored in a graph is also a node, we introduce an additional
mapping to look up its identity (if exists in the graph) from its content. This
resembles the intern method of class String in the Java API, which ensures
that there is only one string object for each string value in use. Ordered contents
can be stored as keys in class TreeMap, while unordered object identities have
to be used as hash values and stored in class HashMap.

Graph transformation and optimization. State graphs are immutable in
our implementation, which allows intermediate graphs to be retrieved. Every
transformation of a graph returns a new graph. Identical nodes and labels in
different graphs may refer to the same representation objects, while each graph
keeps its own mappings of the elements, reducing the cost of new graph creations.

A garbage collection operation (gc) is performed after each step of execution
to get rid of those inaccessible elements, and the operation is effectively done
by a depth first search (dfs) on the graph. Primitive graph operations are first
performed on a temporary graph, that we call the increment graph, and their
grand effect is added upon the base graph with only one dfs . The relations in
the increment graph override those in the base graph. There is no need for a
decrement graph, since the only operation that may remove elements is the gc.



A Graph-Based Operational Semantics of OO Programs 361

P

I

Q

J

.i
m

p .x

.f

.y

.x

.im
p .f

.g

sel
f

in

o
u
t

$

n

m

$

p

i

q

j

.ca

.ca

c1

c2

d

f

.d
a

r∗

x
2

$

x1

self

r

(1) (2)

Fig. 8. Examples of auto-generated state graphs

A new graph is constructed while performing the dfs by adding visited entries
to the mappings representing the new graph. We never remove entries from the
mappings, allowing us to implement our curried mappings using Maps of Maps,
where removals of entries may cause a domino effect.

Examples. Two examples in Fig. 8 illustrate the graph system. Fig. 8(1) is
an instance of the bridge pattern, and Fig. 8(2) illustrates the capture of par-
ent objects of actual result parameters. They are generated by the auto-layout
algorithm.

In Fig. 8(1), there is an explicit pointer in each abstraction object pointing
to its implementor object. It is hard to see subclass relations in state graphs,
since attribute origins are merged along the inheritance path when objects are
instantiated. Q is a subclass of P , and they are abstractions; J is a subclass of I,
and they are implementors. We also see the relation between formal and actual
parameters, for the graph is obtained within a method invocation.

In Fig. 8(2), the result parameter r will be bound to an attribute c1.ca upon
the method return. We record the parent object c1 using an edge with auxiliary
label r∗ to avoid losing it, in the case of c1 being pointed to somewhere else
during the method invocation.

6 Properties of OO Programs

A main motivation of the semantics is that we wish to help in reasoning about
oo programs. It is then crucial that properties can be clearly, easily and precisely
thought about, described and understood. The advantage of our model in this
aspect comes from intuitiveness and theoretical maturity of graphs. As shown
in [20], many important properties of oo programs can easily be interpreted as
assertions of state graphs. Simple but useful assertions include acyclic nodes,
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acyclic graphs, sink (or leaf) nodes, and reachability (credibility) of one node
from another. In this section we show how within our semantics, properties of
programs can be described without explicitly referring to locations.

6.1 Object Aliasing and Confinement

In an oo program, an accessible object is referred to by a navigation expression
(or path) which is evaluated as a trace in our model. In a state, a navigation
path e can represent an object that can further extend to e.a for any attribute a
of the object or a sink node (or called leaf). It is a leaf, denoted by leaf (e), when
in the state, e is an object whose attributes are not defined (i.e. e.a is evaluated
to ⊥ for all attributes a of the object), an object whose class does not declare
any attribute, a null object, or a constant value of a data type.

Two paths are aliasing, denoted by e1 ≈ e2, if their traces target at the same
node. This is obviously an equivalence relation, and thus aliasing expressions share
many properties. For example, they can reach the same objects, and they reach any
of these objects through the same paths. Formally, let p be a sequence of attribute
names, e1⟨p⟩e2 means that the object referred to by e2 can be reached from the
object referred to by e1 via p. We have e ≈ e1 ∧ e1⟨p⟩e2 ⇒ e⟨p⟩e2. We can use
e1

+−→ e2 to denote that e2 is reachable from e1 through a non-empty path, and
e1

∗−→ e2 is defined as (e1 ≈ e2)∨ (e1
+−→ e2). Notice that aliasing is also a cause of

cycles in a state. Formally, e is cyclic, denoted by cyc(e), if it can reach itself via
a non-empty path, i.e. e

+−→ e. We use acyc(e) to denote that e is acyclic.
There are more subtle and interesting graph properties, such as dominance of

one node by another. Node n1 dominates node n2, denoted by n1 dominates n2,
if every trace to n2 passes through n1. It holds for G iff

n2 /∈ delete(G, {n1})•.node.

where delete(G,ns) removes from G the nodes ns and all their associated edges.
We can use these properties to define language mechanisms for managing

aliasing and encapsulation of heap-allocated objects. Ownership [11,10] is one of
them, and it provides a notion of object-level encapsulation. Each object has an
owner, and it can only be accessed through its owner, i.e. it is dominated by its
owner. With predicates of navigation paths, this relation can be represented as
e1 owns e2, asserting that the object that e1 refers to owns the object that e2

refers to, if the node of e1 dominates the node of e2.
Similarly, an edge d is the bridge for a node n, denoted by d bridges n, if

every trace to n goes through d. It holds for G iff

n /∈ G[(E \ {d})/E]•.node

Given two navigation paths e1 and e2, we can then define the relation bridges,
such that e1 bridges e2 if the last edge of e1 is the bridge for the node of e2.
The property of unique or aliasing free references [27,5] can then be specified:
a variable or field annotated by the keyword uniq is a null object or the only
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name to refer the object. We define uniq e to denote that e is either null or the
unique trace to its target object.

uniq e =̂ e = null ∨ ∀e′ ≼ e • e′ bridges e

where e′ ≼ e denotes that e′ is a (non-empty) prefix of e.

6.2 Separation of Graphs

Given a connected state graph G, let G.store be the subgraph, called the store
of G, which contains the nodes on the $-path of G and their outgoing edges. The
subgraph obtained from G by removing the edges of the store (and the nodes
becoming isolated because of the removal of these edges) is called the heap of
G, denoted by G.heap. Note that G = G.store ∪ G.heap, and G.store.edge ∩
G.heap.edge = ∅.

The separation logic [32,29] can be interpreted in our model. A state G is a
separating composition of two graphs G1 and G2, denoted by G = G1 ∗ G2, if
G = G1 ∪ G2, G1.store = G2.store and G1.heap.edge ∩ G2.heap.edge = ∅. The
separating conjunction p ∗ q, asserting that the heap graph can be split into two
object graphs for which p and q hold respectively, is defined as

!p ∗ q" G =̂ ∃G1, G2 • G = G1 ∗ G2 ∧ !p"G1 ∧ !q"G2.

For example, assume that q is an invariant of a class C. To ensure that a method
(possibly overriding a method of C) of an object of a subclass D of C preserves
this invariant, the assertion {q ∗ true}mbody(D, m){q ∗ true} is checked. Notice
that q only mentions fields of C, and the separation is to divide the state of the
object into the attributes inherited from C and those newly declared in D.

Chen and Sanders [9] propose a pointer logic based on a mixed model of
graphs and functions, which extends separation logic with more flexible relational
compositions. Our graphs are simpler, but can also define those compositional
relations such as the relation G1 access G2, which asserts that there is a node
(object) of G1 that can access a node of G2.

Hoare and O’Hearn [21] propose a unification of the ideas of separation in
CSP and Concurrent Separation Logic [7]. We can also write properties by the
idea of trace separation since traces and nodes are unified in our model .

7 Conclusions

Different semantic models provide different ways of thinking about the programs
they define. Compared to other semantic models in the large body of literature,
the simple graph model of this paper provides, in our opinion, more clarity on the
oo features, including inheritance, type casting, dynamic binding, aliasing, local
variable (un-)declaration, and early binding of result parameters in method invo-
cations. Furthermore, the discussion on possible applications in Section 6 shows
that this model is simple enough and helps in formulating clear assertions about
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executions of programs. It is also rich enough for defining more sophisticated
language mechanisms, such as ownership and confinement, and a powerful logic
to describe and prove important properties of programs.

The semantics is location independent and thus more abstract compared to
most existing operational semantic definitions. We believe that a trace model
similar to the one of Hoare and He [20] can be defined for our language and
proved fully abstract w.r.t. the operational semantics given in this paper.

In an UTP approach, Harwood, Cavalcanti, and Woodcock use “path groups”
to represent aliasing sets and defined a relation semantics for oo programs with-
out explicit reference to memories [17]. Predicate-transformer models of object
orientation have been considered by Naumann [28] and Cavalcanti and Nau-
mann [8] and have been progressively developed by Sampaio and Borba et al.
[3,4]. We believe that the structural properties of the state graphs and the simple
operations on them would leverage the understanding of these theories too.

Another advantage of our approach, and of graph-based approach in general
[23], is that it allows us to use a single mathematical structure, for the static
class structure (class graph), the runtime state (state graph), and the flow of
control (transition graph), of the program.

There is a large community working on graph-based approaches to software
design, known as the area of graph transformations [33,13,14,16,36,2]. However,
the major focus in this area is software architecture design and reconfiguration,
and thus graphs are required to have hierarchies and hyper-edges. The graph
transformation systems there are mostly developed within a heavy use of the-
ories of algebras and categories, which most computer scientists and software
engineers find difficult to comprehend. There is, however, some work on defining
programming languages, including execution semantics, by graph transformation
systems (e.g. [23,12]). However, it heavily uses the Rich Abstract Syntax Graph
(R-ASG) to gain the power of unification of context information and formal syn-
tactical transformations from programs to graphs. It leaves the formal semantics
of R-ASG undefined. Therefore, while the simulation of a program is nicely sup-
ported by a tool, it is not clear how assertions of executions can be formulated
and reasoned about. The community of functional programming also applies
graph rewriting systems to definitions of functional languages, e.g. [35,34].

Future work. We plan to develop a graph-based assertional logic for static
analysis of oo programs, and then investigate its application in automated tech-
niques of verification and analysis. We will define a fully abstract semantics
for rCOS, which is now used for component-based model driven development
[26]. Further, we plan to extend the work to define an operational semantics of
multi-threaded programs for their verification and analysis.

Acknowledgment. We are grateful to our colleagues Charles Morisset, Volker
Stolz and Xu Wang for the discussions and comments. We would also like to
thank Yifeng Chen, Zongyan Qiu and Naijun Zhan for their comments and
suggestions they gave during a visit to them by two of the authors, Zhiming Liu
and Shuling Wang.



A Graph-Based Operational Semantics of OO Programs 365

References

1. Abadi, M., Cardelli, L.: A Theory of Objects. Springer, Heidelberg (1996)
2. Baresi, L., Heckel, R., Thöne, S., Varró, D.: Style-based refinement of dy-

namic software architectures. In: 4th Working IEEE/IFIP Conference on Software
Architecture, pp. 155–164. IEEE Computer Society, Los Alamitos (2004)

3. Borba, P., Sampaio, A., Cavalcanti, A., Cornélio, M.: Algebraic reasoning for
object-oriented programming. Sci. Comput. Program. 52(1-3), 53–100 (2004)

4. Borba, P., Sampaio, A., Cornélio, M.: A refinement algebra for object-oriented
programming. In: Cardelli, L. (ed.) ECOOP 2003. LNCS, vol. 2743, pp. 1–37.
Springer, Heidelberg (2003)

5. Boyland, J.: Alias burying: Unique variables without destructive reads. Software
Practice and Experience 31(6), 533–553 (2001)

6. Bozga, M., Iosif, R., Lakhnech, Y.: On logics of aliasing. In: Giacobazzi, R. (ed.)
SAS 2004. LNCS, vol. 3148, pp. 344–360. Springer, Heidelberg (2004)

7. Brookes, S.: A semantics for concurrent separation logic. Theor. Comput.
Sci. 375(1-3), 227–270 (2007)

8. Cavalcanti, A., Naumann, D.: A weakest precondition semantics for an object-
oriented language of refinement. In: Woodcock, J.C.P., Davies, J., Wing, J.M.
(eds.) FM 1999. LNCS, vol. 1709, pp. 1439–1460. Springer, Heidelberg (1999)

9. Chen, Y., Sanders, J.W.: Compositional reasoning for pointer structures. In:
Uustalu, T. (ed.) MPC 2006. LNCS, vol. 4014, pp. 115–139. Springer, Heidelberg
(2006)

10. Clarke, D., Noble, J., Potter, J.: Simple ownership types for object containment. In:
Knudsen, J.L. (ed.) ECOOP 2001. LNCS, vol. 2072, pp. 53–76. Springer, Heidelberg
(2001)

11. Clarke, D., Potter, J., Noble, J.: Ownership types for flexible alias protection.
SIGPLAN Not. 33(10), 48–64 (1998)

12. Corradini, A., Dotti, F.L., Foss, L., Ribeiro, L.: Translating Java code to graph
transformation systems. In: Ehrig, H., Engels, G., Parisi-Presicce, F., Rozenberg,
G. (eds.) ICGT 2004. LNCS, vol. 3256, pp. 383–398. Springer, Heidelberg (2004)

13. Corradini, A., Montanari, U., Rossi, F.: Graph processes. Fundamenta Informati-
cae 26(3,4), 241–265 (1996)

14. Ehrig, H., Ehrig, K., Prange, U., Taentzer, G.: Fundamental theory for typed at-
tributed graphs and graph transformation based on adhesive HLR categories. Fun-
damenta Informaticae 74(1), 31–61 (2006)

15. Ferreira, A.P.L., Foss, L., Ribeiro, L.: Formal verification of object-oriented graph
grammars specifications. ENTCS 175(4), 101–114 (2007)

16. Große-Rhode, M., Parisi-Presicce, F., Simeoni, M.: Spatial and temporal refinement
of typed graph transformation systems. In: Brim, L., Gruska, J., Zlatuška, J. (eds.)
MFCS 1998. LNCS, vol. 1450, pp. 553–561. Springer, Heidelberg (1998)

17. Harwood, W., Cavalcanti, A., Woodcock, J.: A theory of pointers for the UTP.
In: Fitzgerald, J.S., Haxthausen, A.E., Yenigun, H. (eds.) ICTAC 2008. LNCS,
vol. 5160, pp. 141–155. Springer, Heidelberg (2008)

18. He, J., Li, X., Liu, Z.: rCOS: A refinement calculus for object systems. Theor.
Comput. Sci. 365(1-2), 109–142 (2006)

19. Heckel, R., Küster, J.M., Taentzer, G.: Confluence of typed attributed graph trans-
formation systems. In: Corradini, A., Ehrig, H., Kreowski, H.-J., Rozenberg, G.
(eds.) ICGT 2002. LNCS, vol. 2505, pp. 161–176. Springer, Heidelberg (2002)



366 W. Ke et al.

20. Hoare, C.A.R., He, J.: A trace model for pointers and objects. In: Guerraoui, R.
(ed.) ECOOP 1999. LNCS, vol. 1628, pp. 1–17. Springer, Heidelberg (1999)

21. Hoare, T., O’Hearn, P.: Separation logic semantics for communicating processes.
ENTCS 212, 3–25 (2008)

22. Kamada, T., Kawai, S.: An algorithm for drawing general undirected graphs. In-
formation processing letters 31(1), 7–15 (1989)

23. Kastenberg, H., Kleppe, A., Rensink, A.: Defining object-oriented execution seman-
tics using graph transformations. In: Gorrieri, R., Wehrheim, H. (eds.) FMOODS
2006. LNCS, vol. 4037, pp. 186–201. Springer, Heidelberg (2006)

24. Ke, W., Liu, Z., Wang, S., Zhao, L.: Graph-based type system, opera-
tional semantics and implementation of an object-oriented programming lan-
guage. Technical Report 410, UNU-IIST, P.O. Box 3058, Macau (2009),
http://www.iist.unu.edu/www/docs/techreports/reports/report410.pdf

25. Klein, G., Nipkow, T.: A machine-checked model for a Java-like language, virtual
machine, and compiler. ACM TOPLAS 28(4), 619–695 (2006)

26. Liu, Z., Morisset, C., Stolz, V.: rCOS: Theory and tool for component-based model
driven development. Technical Report 406, UNU-IIST, P.O. Box 3058, Macau
(2009),
http://www.iist.unu.edu/www/docs/techreports/reports/report406.pdf
(to appear in LNCS)

27. Minsky, N.: Towards alias-free pointers. In: Cointe, P. (ed.) ECOOP 1996. LNCS,
vol. 1098, pp. 189–209. Springer, Heidelberg (1996)

28. Naumann, D.A.: Predicate transformer semantics of a higher-order imperative lan-
guage with record subtyping. Sci. Comput. Program. 41(1), 1–51 (2001)

29. Parkinson, M., Bierman, G.: Separation logic and abstraction. SIGPLAN
Not. 40(1), 247–258 (2005)

30. Pierik, C., de Boer, F.: A syntax-directed Hoare logic for object-oriented program-
ming concepts. In: Najm, E., Nestmann, U., Stevens, P. (eds.) FMOODS 2003.
LNCS, vol. 2884, pp. 64–78. Springer, Heidelberg (2003)

31. Poetzsch-Heffter, A., Müller, P.: A programming logic for sequential Java. In:
Swierstra, S.D. (ed.) ESOP 1999. LNCS, vol. 1576, pp. 162–176. Springer, Hei-
delberg (1999)

32. Reynolds, J.: Separation logic: A logic for shared mutable data structures. In: Proc.
17th Annual IEEE Symposium on Logic in Computer Science. IEEE Computer
Society, Los Alamitos (2002) (invited paper)

33. Rozenberg, G. (ed.): Handbook of Graph Grammars and Computing by Graph
Transformation. Foundations, vol. 1. World Scientific, Singapore (1997)

34. van Eekelen, M., de Mol, M.: Mixed lazy/strict graph semantics. In: Proc. 16th
International Workshop on Implementation and Application of Functional Lan-
guages, pp. 245–260. Christian-Albrechts-Universitaet zu Kiel (2004)

35. van Eekelen, M., Smetsers, S., Plasmeijer, M.: Graph rewriting semantics for func-
tional programming languages. In: Proc. 5th Annual Conference of European As-
sociation for Computer Science Logic, pp. 106–128. Springer, Heidelberg (1996)

36. Wermelinger, M., Fiadero, J.L.: A graph transformation approach to software ar-
chitecture reconfiguration. Sci. Comput. Program. 44(2), 133–155 (2002)

37. Zhao, L., Liu, X., Liu, Z., Qiu, Z.: Graph transformations for object-oriented re-
finement. Form. Asp. Comput. 21(1-2), 103–131 (2009)

http://www.iist.unu.edu/www/docs/techreports/reports/report410.pdf
http://www.iist.unu.edu/www/docs/techreports/reports/report406.pdf

	A Graph-Based Operational Semantics of OO Programs
	Introduction
	Motivation
	Contribution

	An Object-Oriented Language
	Class Graphs, Object Graphs and State Graphs
	Class Graphs
	Object Graphs
	State Graphs
	Correctly Typed Object Graphs and State Graphs
	Graph Operations

	Operational Semantics
	Evaluation of Expressions
	Semantic Rules

	Implementation
	Properties of OO Programs
	Object Aliasing and Confinement
	Separation of Graphs

	Conclusions
	References


